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Text-to-Image
Diffusion Model

Text-to-image models often fail to correctly render text.
One big reason: Tokenizers hide spelling information.
Our solution: Augment text encoder with character-level inputs.
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input text

Input Input Tokens Prediction
taught ▁taught t e a c h e d
enthusiasm ▁enthusiasm e n j o y m e n t
crewmembers ▁crew member s c r e w m e n
2-up ▁2- up t w o - u p
judge ▁judge j u s t i c e
subtract ▁subtract a d d i t i o n
temperatures ▁temperatures t h e r m i c e s
cuisines ▁cuisine s c u s i n a t i o n s
Opera ▁Opera O p e r a t i o n
VPN ▁VPN V i c a m i n a t i o n


